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ABSTRACT
In today’s Information Age, analysts have to make sense of overwhelming amounts of data to uncover patterns and glean
insights into global trends and developments. This is a cognitively challenging task. It is therefore important to integrate
humans, processes and technology to empower agencies with the capability to conduct such analyses effectively.
This article describes how the Risk Assessment and Horizon Scanning Experimentation Centre has creatively exploited
information analytics to architect a technology-enabled process that enhances environmental scanning operations. The
innovative solution leverages advanced software and algorithms to harvest content from the web automatically, process and
extract relevant information from large amounts of textual data, and develop interactive visualisations for human analysts to
make sense of the data.
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INTRODUCTION
The Risk Assessment and Horizon Scanning (RAHS)
Experimentation Centre, or REC, is one of the three entities
under the RAHS Programme Office (RPO)1. REC spearheads
the Singapore government’s efforts in applying leading-edge
analytics and modelling to anticipate and understand emerging
geopolitical, strategic, security and economic risks.
To perform this role effectively, REC continuously scans and
monitors for emerging technologies which could impact
RAHS capabilities. The aim of this article is to share REC’s
experiences in developing a technology-enabled process
to enhance environmental scanning efforts. This innovative
solution was first demonstrated successfully for REC
technology scanning before being proliferated across the
whole of government.
Traditionally, environmental scanning in the government has
been done qualitatively without scientific rigour or statistical
analysis. This makes it susceptible to human biases and
influences by stakeholders who are either the most vocal or
senior in rank. Within dedicated environmental scanning units,
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the process tends to be unstructured and disorganised with
emails being the most commonly utilised method to share
content of interest. Unfortunately, valuable content shared
via emails tend to be lost over time if they are not archived
properly. Moreover, it is also difficult to access and analyse
emails. To address this challenge, REC proposed, designed
and implemented a systematic approach for environmental
scanning units to build up a repository of rich content via
crowdsourcing which can subsequently be analysed to identify
emerging trends.

SOLUTION DESIGN
The overall solution design is illustrated in Figure 1. Relevant
articles are first crowdsourced from social media and
automatically ranked before being manually curated by
analysts for publication. The articles are subsequently crawled
by machines and processed by text mining algorithms to
extract valuable information such as themes and entities (i.e.,
people, places, organisations). Finally, advanced visualisation
tools enhance the analysts’ ability to identify patterns and
glean insights from the harvested data.
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Figure 1. Solution design

Leveraging the Wisdom of Crowds
Twitter is an online social networking and micro-blogging
service that enables its users to send and read text-based
posts of up to 140 characters, known as “tweets”. Twitter’s
appeal stems from its openly accessible data model and the
existence of a significant pool of subject matter experts who
actively share content using the service.
The solution has a module that monitors tweets based on
keyword search strings provided by analysts. For each archive
that is created, the application expands and counts the number
of times a link has been shared. This provides a first order
indication of the quality or credibility of an article as users will
normally only tweet or re-tweet articles that they have read and
find meaningful to share. For example, an archive to monitor
the term “analytic” can be created. Intuitively, a few of the top
links such as “Data Analytics: So, What’s Your Algorithm?” and
“Big Data Analytics: Trends to Watch For in 2012” strike the
analyst as interesting and worth reading (see Figure 2).

Technology Scan Publication
REC compiles a monthly publication, Tech-SKAN, which is
distributed to Singapore government officers (see Figure 3).
This initiative started in January 2011 and is still ongoing. In

Figure 2. Top links in REC Twitter Monitor “analytic” archive

this publication, REC makes use of the URL shortening service
Bitly. Apart from shortening URLs, this service also tracks
the number of times users have clicked to read a particular
article. This provides useful feedback on which articles readers
find most interesting and serves as a proxy indicator of the
importance placed on a particular issue. Bitly also provides
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Figure 3. REC technology scan February 2011 and January 2013 issues

statistics on the number of times the article has been shared
and accessed by the wider global community. This is a further
illustration of how the solution has integrated crowdsourcing
into the environmental scanning process.

Web Harvesting
After the article links and summaries have been published, the
solution automatically mines the articles’ full textual content.
This is a challenging task as the articles originate from a variety
of sites with different formatting standards. The underlying
HTML document often contains other common building
blocks such as navigation menus, headers, footers and
advertisements. These elements, also known as boilerplates,
are typically not related to the main content and introduce
unnecessary noise into the text analytics process. They are
thus detected and removed.
Instead of using a site-specific solution, REC implemented a
heuristic approach to distinguish the main content of a web
page based on the Readability tools developed by arc90
lab. The Readability tools have been implemented in various
applications including Instapaper and Safari Reader. Although
Readability is not 100% accurate, it has been proven to work
well on many news sites and blogs.
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The heuristic approach first studies the HTML document
and removes the text block within tags such as “stylesheet”,
“scripts”, “form”, “table”, which are likely to be boilerplates.
It then adheres to a linguistic law that is commonly used in
web pages to separate the main content and boilerplate. To
identify the main content from HTML, the solution studies the
longest block of text that has most paragraphs and commas.
While this separation seems to work in most cases, it can
get tricky in cases where the HTML is made up of headlines,
short sentences, disclaimers and copyright footers. To help
separate the main content in such a situation, the solution
observes the commonly used HTML class name, for instance,
“comment”, “footer”, “footnote”, to remove ambiguity. From
this experience, REC has learnt that while it is not difficult to
implement a heuristic approach that works well, it gets more
challenging when trying to achieve close to 100% accuracy.

Text Mining
Next, the article content is processed using text mining
algorithms. Potential themes are extracted based on part-ofspeech patterns. Noun phrases are part-of-speech patterns
that include a noun, and are generally useful in describing
the content of the article. Lexical chaining is then applied to
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score and rank themes. Lexical chaining is a natural language
processing technique that relates sentences via thesaurally
related nouns. Hence, even if sentences are not adjacent to each
other in the text, they can be lexically related and associated
with each other. The score of a lexical chain is directly related
to the length of the chain and the relationships between the
chaining nouns e.g. same word, antonym and synonym.
Themes are scored higher if they belong to the highest scoring
chain and if they are more frequently mentioned.
Apart from theme extraction, named entity extraction is
also performed on the text. REC’s text mining software
incorporates five methods for extracting entities. The first is
the use of known lists such as that of people or technology
companies. The second is the application of part-of-speech
patterns that allows the user to define noun or verb phrases
as entities. Third, the library of regular expressions allows the
specification of patterns like phone numbers, date ranges and
email addresses as entities. Fourth, the software provides a
pre-trained conditional random field model that recognises the

following entity types: Person, Date, Place, Company, Product
and Job Title. Finally, the software provides tools to train a
Maximum Entropy based model to recognise specific types of
entities.
The text mining software is also able to perform basic
summarisation by identifying and concatenating key sentences
based on the lexical chaining technique. This is useful in
providing a quick overview of the article without having to read
the full content.

Visual Analytics
Both the raw and enriched data are stored in a relational
database. Visual analytics software is used to create interactive
dashboards to analyse the data. The summary dashboard
developed provides basic statistics such as the breakdown
of contributors, number of articles shared each month and
scatterplots to illustrate the popularity of different articles (see
Figure 4). The sites are also ranked according to the number

Figure 4. REC technology scan summary dashboard
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of articles selected by following the process. This is useful to
highlight quality sites that other members can refer to in the
future as well as to raise awareness about potential source bias
within the group if there is over-reliance on too few sites.
The analysis dashboard allows analysts to rank, interactively
filter, and drill down on emerging themes, entities and topics
(see Figure 5). The aggregation and clustering of articles across
these dimensions augment the efforts by analysts in identifying
noteworthy issues. For example, in REC’s analysis of RAHS
technology trends, the top themes identified included social
networks, big data, social media, unstructured data, data
mining, massive amounts, much data, business intelligence
and large data. An emerging narrative identified from REC’s
scanning efforts is the existence of massive amounts of data
available for mining, with a significant amount being generated
by social media and networks. There is potential to harness

and exploit this data to enhance business and government
intelligence.
By filtering the articles based on the key themes identified,
top entities such as Facebook, Google, IBM, Amazon.
com, Microsoft, New York, and Twitter were mentioned.
Many of the leading organisations and businesses in REC’s
technological area of interest are based in the US. From the
temporal visualisation, analysts observed a steady increase
in the number of articles relating to these themes, indicating
emergence. Top news sources for content included Mashable,
Gigaom, Smartdatacollective, Techcrunch, Readwriteweb,
Technology Review and Radar O’Reilly.
Finally, after the analysts have filtered down to a set of
interesting articles using the dashboards, they are provided
with a summary for each of the articles that will aid them in

Figure 5. REC technology scan analysis dashboard
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deciding if they want to access the original article for further
reading.

INSIGHTS FROM ANALYSIS OF DATA
IN 2011
Using the system developed, REC conducted an internal
exercise to analyse the data collected in 2011 and identified
three key insights. These were then incorporated as
experimental projects into REC’s 2012 work plan. Today, these
trends have emerged and continue to grow in importance and
prevalence, validating the technology scanning efforts. REC’s
early investments in these areas in 2012 have put the centre in
a good position to exploit these technologies to improve the
operations of government analysts. A summary of the three
insights is provided below:
a) Use of social media data for predictive analytics – There
has been increasing research and application of social media
to anticipate the future. This has been experimented in a variety
of different use cases including predicting disease outbreaks,
financial markets, elections and revolutions.

b) Advances in artificial intelligence and semantic
technologies – There have been significant advances in artificial
intelligence technologies as demonstrated by the success of
projects including IBM Watson, Apple Siri and Wolfram Alpha.
Semantic technology is also increasingly being used to help
organisations manage, integrate and gain intelligence from
multiple streams of unstructured data and information.
c) Exploitation of network analysis and information
visualisation – Advanced methods such as network analysis
and information visualisation help to make sense of the large
amounts of data being created on the web. Furthermore, visual
analytics is an emerging area of research into interactive tools
that can assist users in comprehending datasets to glean
insights.

NEXT STEPS
Building on its successful experiment in developing a
technology-enabled process for environmental scanning and
analysis, REC proceeded to scale the solution architecture so
that it could support usage across the whole of government
(see Figure 6).

Figure 6. Enhanced solution architecture
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Given the prevalence of mobile computing and social media
platforms, the solution is designed to be flexible in ingesting
content via a variety of channels. For example, REC has
developed a module that allows analysts to collaborate and
share content using a private Facebook group and automatically
export this content into the system for analysis.
In addition, REC has developed a web portal and clipper plugin module. This is a simple add-on to any web browser that
allows analysts to easily clip and save any web-based article
that is of interest to them.
The system also has a publication module which allows analysts
to perform editorial tasks, select articles and quickly create a
publication that can then be distributed to a wider audience.

CONCLUSION
This article shares REC’s journey in developing a technologyenabled process for environmental scanning and analysis. Its
work has demonstrated how human computer ‘cooperation’
and crowdsourcing can effectively deliver the desired outcomes.
The article also describes some of the underlying technology,
the initial solution design and the current enhanced solution
architecture. REC hopes that other agencies can benefit from
the centre’s experiences with technology and crowdsourcing to
further their environmental scanning and strategic anticipation
capabilities.

ENDNOTES
1

The other two entities are the RAHS Think Centre and the
RAHS Solution Centre.
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